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Abstract

Many speeb recaynition systemshat provide overthe-
phoneservices,e.g. namedialers, stok quote providers,
location nders, rely onthe accuraterecagnition of proper
names.For this to happenthe systemseedto knowhow
their useswill pronouncehesewnords.However, predicting
thepronunciationof a propernameis a notoriouslydif cult
problemasit depend®ntheorigin of thenamethelinguis-
tic backgroundof the spealer, and other cultural and soci-
ological factors, in addition of courseto theword spelling

In this paper we describea data-drivenmethodthat
learns proper namepronunciationsfrom audio samplesof
thesewords. The algorithm relies on the madinery of a
generl purposespeeb recanizerto nd the phonese-
guencethat bestmatdesthe samplespeeb waveformsin
addition,it incorporateslinguisticknowledgautomatically
acquiredfroma pronunciationdictionaryto ensue thatthe
learnedpronunciationsare “r easonable”froma linguistic
viewpoint.

We showon a corporate namedialing databasehat the
proposedalgorithm reduceghe call routing error rate by
40%compaedto a refeenceletterto-phonepronunciation
engine

1. Intr oduction

Overthelastdecadethe eld of automaticspeechecog-
nition (ASR) hasevolved from a scienti c curiosity to a
commercialreality. Many businessesiow use ASR to of-

fer to their customers variety of telephone-baseskrvices.

For example, nancial institutions may provide a stock
guoteenquiryline andthe ability to perform bankingop-
erations,airlines may have an information line for depar
tureandarrival timesor anautomatedight resenationsys-
tem,telecommunicatiocompaniesnay offer namedialing
or automaticdelephonenumberook-up capabilitiesto their
users.

To a large extend, the high accurag with which state-
of-the-artASR systemscanhandlesuchcomplicatedtasks

resultsfrom the useof powerful statisticalmodelingtech-
niguesto learnfrom dataan appropriaterepresentatiomf
speechFor example,maximumlik elihoodtrainingis often
usedto learnthe parameter®sf a setof continuous-density
hidden Markov models (HMMs) that representacoustic
unitssuchasphones.

Othercomponentsn ASR systemshowever, have tra-
ditionally been more hand-craftedthan learnedin data-
drivenfashionsSuchis the systemdictionarywhich asso-
ciatesto eachword one or more pronunciationsexpressed
as sequence®f phones.The dictionary is a key element
in a recognitionsystemasit providesthe link betweenthe
phonegandthustheacoustianodelsandthespeectsignal)
andthewords(andthusthe phrasesllowedby theapplica-
tion andultimatelythe meaningcorveyedby the spealer).

In most ASR systems the dictionary re ects generic
word pronunciations;phonetic variations due to accent,
speakingstyle and other factorsare left to the acoustic
modelsto cover. With this approachijt is straightforward
to assemblea dictionarythat coversmostcommonnames,
verbs,adjectves, etc. In the event that an applicationre-
quireswordsthatarenotin thedictionary aletterto-phone
engine(seee.g. [1, 2]) canbeusedto derive pronunciations
for thenew wordsfrom their spelling.

However, mary of the abore-mentionnedapplications
perform some sort of information look-up that involves
propernames(peoplenames,compaly namesocations),
and the automaticgenerationof pronunciationds signif-
icantly harderfor propernamesthan for commonwords
wherespellingprovidesa betterindicatorof phoneticreal-
izations.For example thepronunciatiorof a personsname
may changeto adjustto a new sociologicalervironment.
It may alsoretainsomephoneticaspectghat are dialectal
anddo not conformto the currentphonologicakulesof the
namebearers languageln addition,propernamesmayre-
quire several pronunciationgo accommodatéor the real-
izationsof spealerswith differentlinguistic backgrounds.
For example,an Americanspealer is likely to pronounce
the rst authors nameasi[b u f e] (we useComputerPho-
netic Alphabet (CPA) symbolsto represenphonemes)a
Frenchpersonwill typically say[b o f e], anda French-
speakingBelgianwill use[b o f A i], extrapolatingfrom



Walloon dialects.Lik ewise the secondauthors namemay

be pronouncedas([s an k *r] or [S an k *r] depending
on the spealer's exposureto IndiannamesThis makesthe

taskof predictingthe phoneticrealizationsof propernames
from their spellingdif cult. Many timesthe actualpronun-
ciationof a propernamecannotbe determinedvithout ac-

cesgo audiosamplef thename.

In commercialdeplgyments,a trainedlinguist is often
employed to write pronunciationsfor namesnot in the
systemdictionary The speechapplicationdevelopermay
then chooseto deploy a small-scalepilot system,collect
speectsamplegwaveforms),performsomeerroranalysis,
andhave thelinguistre ne the pronunciationdbasedn the
audiosamplesThis processs time consuming(a linguist
writesabout75 peoplenamesn anhour),andproneto in-
consistenciesThework we presentn this paperaimsatau-
tomatingthis processby proposingan algorithmto learn
word pronunciationgrom acousticdata.

Previous work on data-drven generationof pronuncia-
tionshasfocusedprimarily on learningthetype of pronun-
ciationvariantsthatoccurin corversationakpeechfor ex-
amplethe deletionof phonesor syllablesin fastinformal
speechThey typically proceedby de ning a setof phone
transformatiorrulesthat capturethe linguistic phenomena
to be modeled,andlearnfrom datathe frequeny of each
rule. The rules are thenappliedto expandthe pronuncia-
tions of all the wordsin the dictionary and a word-level
probability is attachedo eachpronunciationvariantto re-
ect thelikelihoodsof therulesthatgeneratedt. Therules
may be hand-craftedy alinguist[3], or learnedfrom data
that hasbeenphoneticallyannotatecoy hand[4, 5, 6, 7].
This family of approachess well-suitedto the learningof
systematicpronunciationvariations,but it doesnot focus
on capturingthe actual pronunciationsof speci c names
asthey appearin a particularapplication.A differentap-
proach[4] consistsin letting the ASR enginechooseun-
constrainedthe sequencef phonesthat bestmatchesan
acousticsample.Given mary samplesof a word, the pro-
nunciationghat aremostoften generatedor this word are
retained,the othersare discarded.This approachs better
suitedto our task, but it requiresa lot of training samples
for eachword, andthe learnedpronunciationsnay not sat-
isfy basicphonotactiqules.

The body of literature focusing speci cally on learn-
ing propernamepronunciationds more limited. In [9], a
methodis proposedy which knowledge-basegronuncia-
tion variantsare dynamicproposedandevaluatedin a sec-
ondrecognitionpassin [10] and[11], pronunciatioracqui-
sition methodsare describedwhich, similar to the method
proposedin [4], requireno initial dictionary and let the
acoustianodelsdiscorer word pronunciationgrom the au-
dio signals. Thesemethodsare especiallywell-suited for
voice dialing applicationswhere usersmaintain personal-

ized call lists to which they canaddnamesby voice. Eval-
uatedon a large namedialing application[12], the method
from [10] signi cantly increasedecognitionaccurag.

Themethodwe proposen this papetis oneof successie
re nements.We startby applyinga letterto-phoneengine
to thenamedor which we needpronunciationsWe thenal-
terthesenitial phonesequencew improvetheirmatchto a
setof audiotrainingsamplesln orderto limit thenumberof
learnedpronunciationperword, we restrainthe generation
of pronunciationvariantsto word regionswith badacous-
tic matchesthat is to regions where pronunciationmod-
i cations are deemedmost necessaryPhonetransforma
tionsarethensuggestedndevaluatedo increasehe over-
all matchof the pronunciationgo thetrainingdata,givena
setof acoustianodels.

If thetaskof choosingnewn pronunciationss left solely
to the acousticmodels,pronunciationghat “do not make
sense’maybegeneratedi-or example thephonesequence
[k i t*r] maybeproposedor thename'Peter”becausép”
and“k” aretwo unvoiced stop-consonantand are acous-
tically confusableLik ewise, an unvoicedfricative suchas
“f” or “s” could be insertedin front of a nameto match
somebreathnoise.Such“incorrect” pronunciationgreun-
desirablethey typically don't generalizeto otheracoustic
samplesandthey increasethe confusability betweendif-
ferententriesin thedictionary

To avoid generatingsuchphonesequencesye express
the pronunciationlearningprocessas a joint optimization
problemthatsimultaneouslynaximizesthe acousticmatch
of the proposehonesequencéo theacousticdataandits
linguistic probability given someinitial pronunciationand
alinguistic model.This pronunciatiormodelis derivedin a
data-drvenfashionfrom anexisting ASR dictionary

Therestof the paperis organizedasfollows. In Section
2, we considera simplenamedialing applicationandshav
how the ASR engine usesthe grammay dictionary and
acoustianodelsto nd theword sequencthatbestmatches
theinput speechThe readerfamiliar with speechrecogni-
tion may chooseo skip this section.Section3 presentghe
detailsof the pronunciationlearningalgorithm. Section4
discussesxperimentafesultson two databases.

2. A SampleNameDialing Application

Let us considera namedialing applicationthat allows
usersto call the rst two authorsof this paper The gram-
mar for this applicationis shovn below. Probabilitiescan
be addedin the grammarto re ect, for example,the a pri-
ori probabilitythata usercallsoneor the othername.

.Names [?call Name]
Name [(francoise beaufays)
(ananth  sankar)]



This grammarcan be representedn a word graphas
shawvn in Fig.1. Any paththroughthis graphcorresponds
to apossiblerecognitionoutput.

Let usnow assumehefollowing systendictionary:

NameDialing  Dictionary:
call k Ol
francoise franswAZz
beaufays buf e
bof e
bof Ai
ananth *nAnT
anAnT
sankar s ank?*
Sank *

Giventhedictionary theword graphin Fig.1 canbe ex-
pandednto aphonegraphasshavnin Fig.2.Assumingthat
asetof statisticalacoustianodelshave beentrainedoff-line
to representhe phones k, O, |, f, , the task
of therecognizeisto nd thepaththroughthephonegraph
whosesequencef acousticnodelsbestmatcheghe series
of acousticfeaturegepresentingheinput speechThecor
respondingvord sequenceantheneasilyberetrievedfrom
theword graph.

To formalize the above description let us denoteby
the seriesof acousticfeaturesor “obsenations” represent-
ing the speechwaveform. The task of the recognizeris to

nd the mostlikely word sequence  giventhe acoustic
obsenations:

1)

UsingBayesrule,andnotingthat doesnotdepend
ontheword sequence , we getthe fundamentaéquation
of speechrecognition:

)

where representshelikelihoodof the obsena-
tions, giventhe hypotheticalword sequence , and
is the a priori probability of thatword sequenceasde ned
by thegrammar

We will now shawv how, using this formalism,we can
learnword pronunciationgrom acousticdata.

3. Pronunciation Learning Algorithm
3.1. High-Level Description of the Algorithm

Thepronunciatioriearningalgorithmassumeshe avail-
ability of an initial dictionary that containsall the words
in the applicationgrammar This dictionary canbe gener
atedby aletterto-phoneengine andwill typically list sev-
eral pronunciationger word. Training utterancesontain-
ing the wordsto be learnedare collectedand transcribed.

francoise— beaufays
o call e

ananth—— sanka

Figure 1. Word graph for the .Names gram-
mar.

bufe
franswA bofe
KO | bofAi
<*nAnT sank*r
anAnT Sank*r>

Figure 2. Phone graph for the .Names gram-
mar, and the NameDialing dictionar vy.

Thealgorithmthenproceedssfollowsfor eachtrainingut-
terance.

STEP 1: Force-Alignment with the Initial Pronunci-
ations: Force-alignthe training waveform to its transcrip-
tion. For examplejf thesentencsaid“call AnanthSankar”,
a phonegraphspeci c to that word sequenceés generated
(Fig.3),andtherecognizeis runthroughit. Thishastheef-
fectof (1) selectingrom theinitial dictionarythe pronunci-
ationsthatbestmatchtheinputwaveform,e.g. [k OI] [* n
A nT][sank*r], (2)timealigningthewaveformto these-
lectedpathsothat phoneboundariecanbe marked. Fig. 4
shavs suchanalignment.

*NnAnT sank?*r
—kOl <ZanAnT><Sank*r>
Figure 3. Phone graph for the grammar path
“Call Ananth Sankar”

STEP 2: Identi cation of the Regionof Worst Acous-
tic Match: The posteriorprobability of eachphonein the
force-alignmenis computedover the time segmentit was
alignedto. The worst matchingregion is identi ed asthat
whose phone has the lowest probability. This region is
where a modi cation of the pronunciationis most likely
to signi cantly impactthe acousticmatchof the word and
henceits future recognition.In the above example,assume
thatphone“a” of [s an k *r] hadthelowestprobability.

STEP 3: Suggestiorof Alter native Pronunciations: A
seriesof alternatve pronunciationsare proposedAll the
phonesin the original pronunciationare kept unchanged,
excepttheworstmatchingphonefrom STEP2. Thatphone



19212 | slirkofile="home Francoize

t1,way header len=52, start=0, &

Jslinko¥ile= home/'francoise / ultll, way header len=58 . start=0,em
- f N ar |
Hz " ‘ ' o e |
(4947 3
il "o
: - y

anload File=kords?
o EL= call ananth =&k ar “pau=

anloaddfile=Fhongs )
An ]
- k o f1]=]n |&aln no |k =

el I"""li;m:'tl‘ ".I-:lI.I-i-"'."'iilull:'l "iT-II"II"'I"f:||||']'."iiII'I|I%I:T-'I||||1"i‘|1'l"ilj'.|"f'll : {"'T'III

Figure 4. A waveform saying “call Ananth
Sankar” (upper gure), its spectr ogram (be-
low), and its word- and phone-le vel align-
ments (lower 2 gures), as functions of time.

is successiely deleted,replacedby eachphonefrom the
phoneset, and preceededr followed by the insertion of
eachphone.The original pronunciationis alsokeptin the
list. In addition,a seriesof frequentmonophonédo biphone
(andvice-versajtransformationsirealsoallowed.

STEP 4: Pronunciation Selection: A graphsimilar to
that of STEP 1 is built with all the pronunciationsfrom
STEP 3 (Fig.5). A probability is associatedo eachpro-
nunciationto re ect how “linguistically reasonable’this
pronunciations. The graphis thensearchedy the recog-
nizer. Theselectegathindicateghepronunciatiorthatbest
matcheghe waveform.

sank?*r
s*nk*r

sAnk*r
sbnk?*r

——=k Ol *nAnT—

— =0

Figure 5. Phone graph representing candi-
date pronunciations for the name “Sankar”.

This constructionis justi ed in Section3.2. Section3.3
shavs how the pronunciatiorprobabilitiesarecomputed.

STEP 5: Dictionary Update: The original pronuncia-
tion from STEP1 andthe bestpronunciationfrom STEP4
areinsertedin the new dictionary Pronunciationdisted in
theinitial dictionaryandnot “exercised’by STEP1 of the
algorithmarediscarded.

Theb stepsarerepeatedor eachsentencén thetraining
set.

3.2. Pronunciation Selection

Let bethe sequencef acousticobsenationscorre-
spondingto the training waveform. Let
be the phonesequencdhat was alignedto the waveform
in STEP1 of the algorithm,andlet  be the phonese-
guencegorrespondindo the alternatepronunciationsug-
gestedn STEP3.Wewantto nd aphonesequence that
is (1) agoodmatchto the obsenations , and(2) linguis-
tically valid, given that the original pronunciationfor the
wordwas . In otherwords,we wantto nd thephonese-
guence whoseprobabilityis highestgiven and

(3)

Using Bayesrule and expandingthe joint probabilities,
we get:

(4)

(5)

Analyzing the conditional probability , we
seethat,givenarealization , theobsenations giveno
furtherinformationabouttheoriginalphonesequence , so
thatwe have

(6)

ReplacingEq.6in Eq.5, reoganizingterms,and using
Bayesrule, we get

(7)

— (8)

Eq.8expresseshe probability of the phonesequence
asa productof two terms:a likelihoodratio, which consti-
tutesthe acousticpart of the modelandthat simply states
thatthedesiredoronunciatiorshouldhave ahighlikelihood
comparedo the original pronunciation,and a pronuncia-
tion conditionaltermwhich constituteghelinguistic partof
themodel.Thislastterm, , istheobjectof thenext
section.

The optimization problem proposedin Eq.3 can be
rewrittenusingEq.8as

(9)

— (10)
(11)



Note the parallel betweenEq.11 and the recognition
equationEq.2. The maindifferencebetweerthe two equa-
tionsresidedn theform of the pronunciatiormodelwith its
conditioningterm.

In apreviousimplementatiorof thismethod13], we de-
rivedaslightly differentmodelwherebyeachalternatepro-
nunciationwas independentlyalignedto the waveformto
computgoint acoustic-linguistiscoreshasednwhichthe
bestpronunciatiorwasidenti ed. The approachdescribed
in this paperachieszes the samerecognitionaccurag but
is signi cantly moreef cient from a computationpoint of
view. The most CPU-&pensve componentsof the algo-
rithm arethetwo alignmentsn STEP1 and4 which, given
the small sizesof the grammars(up to about20 pathsin
STEP1, and150paths(alternatie pronunciationsin STEP
4), areextremelyfast.On ani386 1475MHz machine the
whole learningprocessun on onetraining sentencdakes
aboutatenthof thetime neededo utterthe sentence.

3.3. Pronunciation Model

Intuitively, the probability is a pronunciation
transformationrmodel. Assumethat the spealer said “Pe-
ter”, andthatthe waveformwasalignedto = [pi! *r].
We would arguethatthe alternatve pronunciation = [p
i t*r] is“reasonable’whereas =[ki! *r] isnot.In this
casewe would wantP to belarge,andP to
beequalto zero.

The pronunciationtransformationmodel thereforere-
quires somelinguistic knowledgeto assesswvhich phone
transformationarereasonablandwhich arenot.We chose
to extract this information in a data-drven mannerfrom
the systemdictionary Any dictionaryword that hasmore
thanone pronunciationprovidesinformationaboutone or
more phonetransformationghat have beenvalidatedby a
linguist. Such transformationscan thus contribute to our
model.

More speci cally, for eachword in the dictionary with
two pronunciations, and , we performa dynamicpro-
grammingalignmentof the two phone sequencesysing
a linguistically motivated phone distance metric simi-
lar to thatusedin [8]. Countsarethenaccumulatedverthe
phone correspondencebetweenthe two aligned strings.
Two types of counts are kept: (1) contet-independent
countsof thetype if phone in wasalignedto
phone in , andcontet-dependentountsof the form

. In this lastcasewe im-
posethe constraints and , that
is, counts are accumulatedonly for events whose con-
text is “stable” (identical in both sequences)This is in
agreementith the decisiontaken in STEP 3 of the al-
gorithm, i.e. that a single phoneis modi ed at a time,
assuminghatits context is keptunchangedin a slight re-

laxationof theabove,we alsoallow or  (but notboth)
to representa sequenceof 2 phones.This allows trans-
formationssuchas [E 1] [*r] to be consideredn the
model.

The counts accumulated as described above are
then transformedinto contt-dependentand indepen-
dent phone transformation probabilities. A smoothed
contt-dependenprobability of the form
canthenbeestimateds

(12)

wherethesmoothingconstant canbeexpressedisafunc-
tion of the counts

(13)

3.4. Pronunciation Pruning Mechanisms

For the ASR systemto correctly recognizea name,
its dictionary must containa pronunciationthat is suf-
ciently closeto the spealer's realizationof the name. .How-
ever, it is importantto ensurethat the learning algorithm
doesnotovert thetraining data:over tted pronunciations
do not generalizewell, and having more pronunciations
per word increaseghe chanceghat two words appearas
closehomorymsandbecomeconfusablegspeciallyin large
namelists. For this reasonit is importantto limit the num-
ber of learnedpronunciationsA rst stepin this direction
resultedrom ourchoiceto focusonly ontheregion of worst
acousticmatchto proposealternatepronunciation{STEP
2 of thealgorithm).Two morepruningmechanismaredis-
cussedelow.

Eq.8 expressedhe conditionalprobability of a learned
pronunciatiorasa combinationof two terms:theimprove-
mentin acousticmatchbroughtby the new pronunciation,
andits linguistic quality. Rewriting Eq.8in thelog domain,
andintroducinganadditionalparameter , we get

(14)

We will referto asthe acousticweight, and,for corve-
nience,to asthe linguistic weight. This parame-
ter introducessome e xibility in the algorithmto balance
the contributionsof the acousticandlinguistic partsof the
model. In termsof dictionary pruning, increasingthe lin-
guistic weight has the effect of reducingthe number of
learnedpronunciationsThis is becausen the systemdic-
tionary usedto train the linguistic model, two pronuncia-
tions of the sameword have mostphonesn common,only
a few phonesdiffer. So is typically greaterthan
, andthe pronunciatiormodelis biasedto favor
theoriginal pronunciatiorover ary alternatepronunciation.



Increasinghelinguistic weightthusprovidesa gooddictio-
nary pruningmechanismespeciallyif we careabouthow
linguistically reasonabl¢helearnedpronunciationsre.

Pruning can also be performed basedon the like-
lihood ratio . Intuitively, a pronunci-
ation should be retained in the learned dictionary
only if its matchto the acousticdatais signi cantly bet-
terthanthatof theoriginal pronunciation , otherwiseit is
lesslikely to“ x” ary recognitionerror.

We will seein Sectiond.5thatby increasinghelinguis-
tic weightandthresholdingthe likelihoodratio we canef-
fectively rejectunwantedpronunciations.

4. Experiments
4.1. Recognizer

The recognizer used in this work is a spealer
independentsystem basedon standard3-state triphone
HMMs, with a Genone-basedstate clustering mecha-
nism [14]. The feature extraction front-end computes
27-dimensionalmel- Iterbank cepstral coefcients, with
cepstral mean subtraction and standard noise reduc-
tion.

4.2. Database

The primary databaseisedto validatethe proposedal-
gorithmwascollectedfrom alive namedialerimplemented
in a large compary of the SanFranciscoBay Area. Each
tokenin the databaseonsistsof a rst namefollowed by
alastname.Becausef the compaly location,a relatively
large portion of thenamesn the grammararefrom foreign
origin,andmary callersarenon-natve spealersof English.

To avoid ary spealer overlap betweenthe training and
testsetswe choseto learnpronunciationgrom malespeak-
ers,andto testthemon femalespealersexclusively. Train-
ing setsandtestsetswerebuilt with 1,2, 6, 10,and15repe-
titions of eachname respectiely. The 1-repetitiontraining
setcontainsroughly 900 namesspolen by male spealers.
Thel-repetitiontestsetcontainshe exactsamenameshut
spoken by female spealers. The 2-repetitiontraining and
testsetscontainabout900 namesrepeatedwice (roughly
1800 utterances).Similarly, the 6, 10 and 15-repetition
training and test sets contain roughly 500, 300 and 200
namesrespectiely, with roughly3000utterancegach.The
namesn the 15-repetitionsetsare a subsebf thosein the
10-repetitiorsets which area subsebf thenamesn the 6-
repetitionsetsandso on. The grammarconsistsof roughly
1600names.

Additional experimentswith a city-statelocation nder
applicationaredescribedn sectior4.7

4.3. Baseline

The baseline ASR performancewas measuredwith
a standard statistical letterto-phone pronunciation en-
gine. This engineis trained from the samedictionary as
the pronunciationmodel. It doesnot make use of acous-
tic data.For easeof referencewe will denoteasBasePron
the baselinepronunciatiorsystem,andLearnProrthe pro-
posedalgorithm.

4.4, Performance

In a rst experimentwe learnedpronunciationsucces-
sively from the 1, 2, 6, 10, and 15-repetitiontraining sets
of the namedialing databaseand testedthem on the 15-
repetitiontestset. Table 1 belov summarizeghe recogni-
tion errorratewith thelearnedlictionary Errorratesareex-
pressedhspercentagesf incorrectfull nameg rst and/or
lastnameincorrect).

Expt TrainingSet| LearnPron
abs  rel
BasePron
LearnPron lrep
2reps
6 reps
10reps
15reps

Table 1. Error Rate on a Name Dialing task
with the data-driven LearnPron method (ab-
solute and relative to the BasePron baseline).

The PronLearnsystemis signi cantly more accurate
thanBasePronThe relative error rate reductionincreases
with thenumberof trainingrepetitionsyangingfrom 7%to
roughly45%.More than6 trainingrepetitionss notneeded
(thedifferencebetweerb.5and6.0in thetablecorresponds
to 13 sentenceandis notstatisticallysigni cant). Extrapo-
lating from thetable,we canguesghat3 to 5 repetitionsof
eachnameare probablyenoughto geta 40%errorratere-
duction.Oneor two repetitionsis not sufcient to capture
all thepronunciationghatdifferentspealersmayuse.

4.5. Dictionary Pruning

We introducedn Section3.2,Eq.14,anacoustioveight
to balancethe contritutionsof the acousticand linguis-
tic models,andto limit the numberof learnedpronuncia-
tions.Fig. 6 shovs theeffectof onrecognitionerrorrate



(6-repetitiontraining and test sets).The BaseProrperfor
manceis indicatedfor reference.

Figure 6. Error Rate on a Name Dialing task
as a function of the acoustic weight (Eq.14).

We obsenre the following. First, the accurag improve-
mentswe obtain with this methodare alImostexclusively
coming from the acousticpart of the model: setting the
acoustioveightto zero(left mostpointonthecurve)results
in a systemthatis only maminally betterthanthe baseline.
The purposeof the pronunciationmodelis to enforcelin-
guistic constraintghat limits the pronunciationsuggested
by the acousticmodelto thosethatalsosatisfythe linguis-
tic model.Thisisillustratedin Table2 for thename‘Bash”.
Basedon this example,an acousticweight of 0.2 (linguis-
tic weight of 0.8) seemsappropriate.n terms of dictio-
nary size, increasingthe grammarweight from 0.0 to 0.9
reducedthe averagenumberof pronunciationsper word
from4.7t0 2.8(or 2.7to 0.8 new pronunciationperword).
Furthereliminatingpronunciation$y thresholdinghelog-
likelihoodratioreducedhedictionarysizeby anotherl0%.

Pronunciations

baS

bas, bas

bas, bas, bajaS, be S, hbaS

Table 2. Learned pronunciations for the name
“Bash”, as afunction of the acoustic weight.

4.6. Data-driven Algorithm vs. Trained Linguist

Sectiord.4comparedheperformancef thedata-drven
methodto thatof a letterto-phoneengine.Onemightwon-

derhow well atrainedlinguist would have doneon a simi-
lar task.

In a rst experiment,alinguist took the list of 1600in-
grammamamesandwrote pronunciationgor them,using
his bestjudgmentto decidehow mary pronunciationsvere
neededor eachword. We referto this dictionaryas“Lng”.
He thengathereda list of waveformscontaining6 repeti-
tions of eachname,all spolen by male spealers,andre-
ned theLng dictionaryby listeningto thewaveforms.The
resultingdictionary is referedto as“LngAud”. Finally, a
LearnProndictionary was producedby applying the data-
driven algorithmto the exact sameaudio data. The three
dictionarieswereevaluatedagainsthefemaletestsets.

Table3 summarizesheresultingrecognitionerrorrates.
Resultswith the BasePrordictionary are addedfor refer
ence.

Expt LearnPron
6 reps
10reps

15reps

BasePron Lng | LngAud

Table 3. Error Rate on a Name Dialing
task: Comparing a letter -to-phone BasePron
generator, two hand-made dictionaries, Lng
and LngAud, and the data-driven LearnPron
method.

Comparingcolumnsl and2 shows thatthelinguistdoes
roughly 20% betterthanthe BaseProrengine.With access
to acousticdata,the linguist reducesthe error rate by an-
other20%. The additionalgain canbe attributedto thefact
that the linguist may not know how to pronouncesome
foreign namesand may not know how otherswould pro-
nouncethem. The LearnPronalgorithm performsroughly
15% betterthanthe linguist with accesdo the sameacous-
tic sampleslt shouldbe notedhoweverthatthe PronLearn
dictionaryis 25% larger thanthe Lng and LngAud dictio-
naries,indicating that the PronLearnalgorithm somavhat
overgeneratepronunciations.

4.7. Experimentswith Other Databases

To furthervalidatethe proposedalgorithm,we appliedit
to avarietyof datasets.In all casest reducedheerrorrate
by 20to 40%,dependingn thequality of theinitial dictio-
nary. In this section,we will reportin more detailson ex-
perimentgerformedwith a city-staterecognitiontask.

The recognitiongrammarcontains50 statesand 6000
cities. Usersare allowed to say a city name,followed or



not by a state.Thetraining andtestsetsconsistof roughly
3000and1600utterancestespectiely. Thetestsetinstan-
tiatesabout 700 differentwords (cities or states)By con-
struction all arecoveredin thetrainingdata,however, some
namesarerepeatednoreoftenthanothers(roughly 40% of
the namesare repeatedl to 4 times, 40% are repeatedd
times,the remainingnamesarerepeatednore often). This
type of distribution is typical whendatais collectedover a
given periodof time andis not “equalized”to form a con-
trolled experimentaketup.

Table4 summarizes few experimentson this database.

The rst row showstheerrorratereductionwhentheinitial
dictionaryis generatedy the letterto-phoneengine,and
pronunciatiodearningis appliedto re ne thisinitial dictio-
nary. The secondrow repeatghe experimentwith aninitial
dictionarytunedby anexpertlinguist (from spellingonly).
The lastrow assumeghe sameinitial dictionary but uses
acoustianodelsthathave beenadaptedo thetrainingdata.

Expt Baseline| LearnPron
BasePromlict
Lng dict

Lng dict, adaptednodels

Table 4. Error Rate on a City-State recogni-
tion task: Effect of the initial dictionar y and
of acoustic model adaptation.

Table4 shaws thatthe learningalgorithmis sensitve to
the quality of the initial dictionary (16.4vs. 22.3%error
rate).It alsoshavsthatlearningbetteracoustionodelsand
better pronunciationsrom task-speci c datanicely com-
bine to improve recognitionaccurag (28% relative gain
from each(rows 2 and3), 36%total (22.7to 14.5)).

5. Conclusions

We describedan algorithm to automaticallylearn lin-
guisticallyvalid pronunciationgrom acousticdata.Our ex-
perimentshovedthatthealgorithmreducesecognitioner-
ror rate on a namedialing databasdy up to 45% with re-
spectto a letterto-phonepronunciationengine,with only
6 repetitionsof eachname.We obsened that the acoustic
part of the pronunciationmodelwe de ned is what gives
recognitionaccurag, whereaghelinguistic partconstraints

the learnedpronunciationgo be linguistically reasonable.

We alsoobsenedthroughtheseexperimentshata trained
linguistwho writes pronunciationgor propernamegespe-

cially foreign ones)doessubstantiallybetterwhen he has
accesgo acousticsamplef thenames.
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